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Many questions in political science require knowing not only what voters want (preference orientation) but also how much they want it (preference intensity). In this paper,
we assess two methods for measuring individual differences in preference intensity. One
method — issue importance items — asks respondents to self-report how important a
given set of policy proposals is to them personally. Another — Quadratic Voting for
Survey Research (QVSR) — gives respondents a fixed budget to ‘buy’ votes in favor of
(against) these policy proposals, with the price for each vote increasing quadratically.
We provide theoretical arguments explaining why, in a polarized environment where
some respondents may feel pressured to pay lip service to the party norms, one should
expect QVSR to offer a better measure of preference intensity. Using Likert items as
the benchmark, we find that QVSR more consistently differentiates between intense
and weak preferences, as proxied by respondents’ behavior on simplified real-world
tasks. Revisiting debates on the determinants of policy preferences, or the congruence
between mass opinions and the policy status quo, we show that conclusions reached
when using Likert items alone change once differences in preference intensity are better accounted for.
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Attitudinal survey data is central to research in political science. It is used by political scientists to
understand how voters form policy preferences (Zaller 1992) or to assess the congruence between
policy outcomes and citizens’ preferences1 (Gilens 2012). Because policymaking involves tradeoffs, knowing what people want, i.e. preference orientation, is often not enough. Also important is
knowing what they want the most and what they want the least, i.e. preference intensity.
Despite its relevance, preference intensity is rarely explicitly measured in surveys. Most often,
respondents are asked to evaluate a battery of policy statements using a Likert scale ranging from
‘strongly agree (favor)’ to ‘strongly disagree (oppose).’ People asked about their policy preferences
using this measurement tool have only limited incentives to consider trade-offs across issues (e.g.,
immigration control at the expense of access to the European single market). As a result, people’s
answers convey little information regarding which issues they prioritize and which issues they are
willing to compromise on, something we call the abundance problem. Another concern, particularly
relevant in the American context, is the distortion introduced by partisan motives. For politicized
policy issues, polarized ideological messaging and affective partisanship combine to generate bimodal response distributions. In this case, the same response category (e.g. strongly agree or
strongly disagree) might include respondents who care about the issue and respondents who do
not care as intensely and are merely “paying lip service to the party norm” (Zaller 2012).2 In
the American context, partisan polarization makes it even more difficult to disentangle preference
orientation and preference intensity, something we call the bunching problem.
The abundance problem is especially salient in the literature assessing the congruence between policymaking and mass preferences. Take, for example, policies such as a federally-mandated parental
leave, an increase in the minimum wage or fiscal discipline. Preferences measured using Likert
items indicate broad support for these policies (see Section 3), implying a substantive mismatch
between policy outcomes and mass preferences. Yet, a mismatch on an issue a majority cares about
is substantively different from a mismatch on an issue only a few care about.
1

In this paper, we define ‘preferences’ as evaluations of statements, in this case policy-relevant statements, ranging from
positive to negative. We also distinguish between ‘preference orientation’ and ‘preference intensity.’ Our definitions are
in broad agreement with similar concepts in social psychology such as ‘attitude orientation’ and ‘attitude strength.’
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See also Johnston, Lavine and Federico (2017) for an example of how policy issues people care about (e.g. abortion,
race or immigration) predicts partisan identity, which in turn affects answers to survey questions on issues people care
less about (e.g. redistributive policies).
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The bunching problem is particularly concerning for students of preference formation. First, with
only limited variance to leverage, end-of-scale bunching mean results are more sensitive to underlying modeling assumptions. Second, because of end-of-scale bunching, empirical strategies that
rely on Likert items to measure preferences tend to favor predictors tied to partisan identity at the
expense of other predictors (see Sections 1 and 3).
For research to move forward, we need better ways of measuring differences in preference intensity. The purpose of this paper is to assess, both theoretically and empirically, the advantages and
limitations of two easy-to-implement methods designed to improve how we measure preference intensity.3 One method combines a Likert item with an issue importance item that asks respondents
whether or not an issue is personally important to them (Likert+ for short). Likert+, because it
also places respondents in a world of abundance and does not penalize partisan motives, should
theoretically face some of the same limits as Likert items.
We also study a new way of measuring preference intensity called Quadratic Voting for Survey Research (QVSR), which can be easily implemented in an online survey using a free web application.
This method mimics real world trade-offs by asking respondents to vote on a bundle of issues under
conditions of scarcity: respondents are constrained by a fixed budget with which to ‘buy’ the votes.
Because the price for each vote is quadratic, it becomes increasingly costly to acquire additional
votes to express more intense support for (or opposition to) the same issue. The budget constraint
and quadratic pricing compel respondents to arbitrate between the issues listed in the bundle and
make it costly to express intense preferences by voting repeatedly for the same issue (Lalley and
Weyl 2018). This set up contrasts sharply with Likert items’ world of abundance in which respondents face no trade-offs and can pick end-of-scale responses (e.g. strongly favor/oppose) at no cost.
With QVSR, respondents are forced to de-bunch. Under the assumption that the psychological cost
of misreporting one’s preference depends positively on preference intensity, we formally show that
3

Note that we are interested in survey instruments designed to measure individual-level differences in preference
intensity. There is a growing literature discussing how to best measure which policy issues voters care about the most
using observational or experimental voting data i.e., a forced choice between real or hypothetical candidates or platforms
(e.g. Horiuchi, Smith and Yamamoto (2018); Abramson, Koçak and Magazinnik (2019); Leeper and Robison (2018);
Hanretty, Lauderdale and Vivyan (2020)). These methods recover population-level estimates under varying, and often
conflicting, modeling assumptions. In contrast, we focus on individual-level differences in preference intensity, which can
be aggregated into population-level descriptive statistics or used for the study of preference formation. Unfortunately,
a thorough investigation of the theoretical and empirical overlap between these choice-based methods and the survey
instruments discussed here is beyond the scope of this paper.
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respondents are expected to prioritize issues they care about the most at the expense of issues they
care about the least (Section 1).
We then examine whether the additional information (or higher entropy) obtained using Likert+
or QVSR in place of Likert items is informative of differences in preference intensity. To do so, we
randomly assign individuals to take the same survey varying only the technology used to measure
policy preferences. We then ask respondents to perform a number of choice tasks related to policy
issues asked about in the survey (e.g. a donation to a non-profit advocating for gun control, letter
writing to a senator, etc.). Respondents have the option to act or not act. If they decide to act,
the tasks are designed to involve a trade-off between two policy issues. Furthermore, we measure
behavior on a continuous scale such that higher values on this behavioral outcome imply more
resources allocated to this issue, whether in dollars (e.g. amount donated) or effort (e.g. length
of the letter). We then compare each tool’s ability to discriminate between respondents whose
behavior suggests more intense preferences on a given issue and those whose behavior suggests
weaker preferences (Section 2).4
Across a total of six behavioral outcomes, the same pattern emerges: the point estimate for QVSR
is larger (indicating more discriminatory power) than that for Likert+, which is in turn larger than
that found for Likert. Using Likert’s own discriminatory power as a benchmark, we find that for
three out of six outcomes, we can reject the null that QVSR and Likert have the same discriminatory
power. In contrast, on all outcomes, we cannot reject the null that Likert+’s discriminatory power is
the same as Likert’s. We tentatively conclude that, assuming researchers can afford the additional
survey time necessary to explain respondents how QVSR works, this tool provides a significant
improvement over Likert.
In the third and last section of the paper, we discuss how research on preference formation can
benefit from improved measures of preference intensity. Specifically, we examine the relationship
between support for a policy proposal and the likelihood of being personally affected by its implementation. We find that, while policy preferences measured using Likert items convey little
information regarding the likelihood of benefiting from a given policy, policy preferences measured
4

By definition, more intense preferences on one issue relative to another implies resolving resource allocation trade-offs
(in terms of money, time or effort) in favor of the former not the latter.
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using QVSR do. This suggests that people directly affected by a policy hold more intense preferences over this policy than individuals not affected by it. We also briefly discuss the issue of policy
congruence. In particular, we show that, when using Likert, large majorities of Republicans and
Democrats express support fiscal discipline. Using QVSR, we find that Republicans care more about
fiscal discipline than Democrats. This asymmetry in preference intensity is often overlooked in discussions of congruence. It suggests that demand-side factors likely played an important role in the
recent failed negotiations over the Build Back Better Bill.
In sum, this paper provide a first step toward better disentangling preference orientation and preference intensity. Jointly, our formal (Section 1), experimental (Section 2) and descriptive (Section
3) results show the benefits of grounding survey data in a theory of choice. Absent careful attention paid to the relationship between quantities of interest and measurement tools, many empirical
findings risk being incorrectly or imprecisely interpreted.

1 Measuring Preference Intensity
To compare Likert, Likert+ and QVSR, we start from a simple formal model. In this section, we
explain the model’s main ingredients, intuitions, and results. A more detailed exposition can be
found in Appendix A.1.
Consider K proposed policy changes. Individuals’ preference on these issues are characterized by
two main parameters: preference orientation and preference intensity. Preference orientation on
issue k = 1, ..., K captures whether the individual agrees or disagrees with the policy proposal as
worded. Formally, we represent preference orientation by a real number αik in the interval [−1, 1],
where αik = 1 means full agreement with the policy, and αik = −1 full disagreement. Intermediate
values correspond to intermediate opinions, something that might be due to ambivalence (e.g. support for the policy’s core principle but not as stated in the survey question) or neutrality towards
the issue. Preference intensity describes how much an individual cares about the proposed policy
change, which we represent formally by a positive number βik in the interval [0, 1], where βik = 0
means that this individual does not care about this issue, and βik = 1 means that the question is of
the utmost importance to her. In the context of this paper, ‘caring’ about an issue captures one’s
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likelihood to take action on this issue, such as signing a petition in favor of a reform, liking/sharing
a news story that opposes a given political message, volunteering time and effort in an NGO supporting a cause, etc.. Because of individual constraints (e.g. time, income, mental energy, etc.),
or policy trade-offs (e.g. addressing a pandemic at the expense of individual liberties, fiscal constraints that limit the types of social programs that can be funded), people do not take action on
all issues. Instead, people will prioritize issues they care about the most (high preference intensity)
and compromise on issues they care about the least (low preference intensity).

1.1 Measuring Preference Orientation and Preference Intensity with Surveys
Next, we examine the relationship between tool-specific survey answers on the one hand, and αik
and βik on the other. For expository purposes, we focus on the versions of Likert, Likert+ and QVSR
used in our empirical study.

Likert Item Following best practices in survey design (Malhotra, Krosnick and Thomas 2009), we
asked respondents assigned to the Likert tool about their opinion using a sequence of two branching
questions: “Do you favor, oppose, or neither favor nor oppose: [Example] Giving same sex couples
the legal right to adopt a child?” Respondents who pick the favor or oppose option then see the
following prompt: “Do you favor [oppose] that a great deal, moderately, or a little?” Respondents
who initially select “neither” are not asked a follow-up question. Likert items’ wording suggests
that answers collected using this survey tool capture a mix of preference orientation and intensity.
Indeed, when an individual reports that she opposes giving same sex couples the legal right to
adopt a child a great deal, she conveys not only that she opposes the proposed policy, but also that
she feels strongly about it. Formally, we denote by xik ∈ [−1, 1] the answer that individual i would
give to this question under Likert if fully sincere. Later in this section, we examine what happens
when respondents have the incentive to systematically deviate from their sincere views.

Likert Item Followed by Issue Importance Item (Likert+)

With Likert+, there is a follow-up

question: “How important is this issue to you personally?” The response options are: “extremely important; very important; somewhat important; not too important; not important at all.” Assuming
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people are fully sincere, Likert+ collects two pieces of information: xik , as with a standard Likert
item, and βik , directly measured using the follow-up question. The expected improvement with
Likert+ compared to Likert is straightforward: it provides a direct measure of preference intensity.

Quadratic Voting for Survey Research

QVSR draws on research on quadratic voting (Posner and

Weyl 2018).5 Each person starts with an artificial budget of credits, which she can use to ‘buy’
votes in favor of (against) a fixed set of proposals. Respondents can cast more than one vote per
proposal. A distinctive feature of QVSR is that the cost of buying votes is quadratic: buying one
vote in support of (against) one proposal costs one credit; buying two votes for the same proposal
costs four credits; buying three votes costs nine credits; and so on. In our own survey, respondents
assigned to the QVSR tool are given a budget of 100 credits to spend across ten different survey
questions. Figure 1 shows what the survey looks like to respondents. In this example, the first three
issues involve positions on the border wall, abortion and parental leave. Respondents can scroll
down to vote on the other seven issues examined in the survey. The order in which the 10 proposals
are presented is fully randomized. Notice that respondents can use credits in favor of or against
each proposal. The cost of each vote increases according to the quadratic form and is displayed
below each question. Remaining credits are displayed on the top of the screen. Respondents can go
back to revise their answers until they are satisfied with how they have allocated their credits. The
maximum that respondents can spend in favor of (against) any question is 10 votes (100 credits)
though doing so would mean not being able to cast a vote on any of the other 9 issues. Respondents
do not have to spend all their 100 credits.
With QVSR, respondents face a budget constraint that prevents her from opposing or favoring a
great deal too many options. When the budget constraint is binding, an individual cannot report her
policy preferences as she would have had under Likert or Likert+. Instead she has to deviate from
her unconstrained response on each issue. In our model, we assume that the reluctance to deviate
5

In this original formulation, Quadratic Voting (QV) was intended as a means of arriving at efficient social decisions
when voting on policies that have a high probability of being implemented. Lalley and Weyl (2018) primarily assume
that influencing policy is the main motivation of citizens. Similarly, Casella and Sanchez (Forthcoming) compare the
performance of QV and Storable Votes in a realistic voting context In the theory section of their paper, they assume that
voters only care about the outcome of the election (and thus use their votes to get the best possible outcomes for them).
In contrast, we examine the implications of QV in a context that is quite different from voting, namely survey research,
where influencing policy is probably not the main motivation of citizens.
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Figure 1: Screenshot of the QVSR Version of the Survey

from one’s unconstrained answer on one issue is positively correlated with preference intensity. We
formally show that, compared to standard Likert items, an individual will allocate more credits to
issues over which she has more intense preferences. This partially follows from our definition of
preference intensity as the willingness to take action on an issue. Indeed, not reporting one’s true
preference on one issue liberates credits to take action —in this case publicly express one’s true
preference— on another issue. In other words, not reporting one’s true preference on one issue is
a form of compromise and people should be more (less) willing to compromise on issues they care
little (a lot) about. Note that answers collected using QVSR are still expected to be a mix of αik and
βik , as with Likert items. Yet QVSR votes should be more informative of preference intensity than
answers measured using Likert.
With Likert+, respondents are asked about βik directly. By design, Likert+ relies on two questions
instead of one, and in that sense, gathers more information than QVSR. This can be seen as a
positive or a negative depending on how much one values parsimony. Another major difference is
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that QVSR compels individuals to explicitly compare across issues. In Likert+, this comparison is
only implicit: asked about the importance of a given issue, respondents could have their answers
to the other nine issue importance items in mind but there is no way for the researcher to ensure
that this is indeed the case. Under QVSR, the procedure is baked into the hard budget constraint.6
However, in our view, the main advantage of QVSR over Likert+ follows from a different set of
considerations pertaining to the fact that respondents are only partially sincere. We now turn to
this issue.

1.2 Non-Sincere Responses: Measuring Policy Preferences in a Polarized
Environment
Another potential issue with Likert items, shared by most survey instruments, is that respondents’
answers might be only partially sincere. Specifically, strategic or partisan motives may induce
respondents to inflate their opposition to (support for) a given reform. The same applies when
respondents are asked how important an issue is to them personally. Consider the example of a
Republican voter being asked whether she favors or opposes building a wall between the U.S. and
Mexico and whether this issue is important to her personally. Assume further that this respondent
has some doubts about the adequacy of this policy to address immigration issues, or thinks that
this issue is only of secondary importance compared to more pressing economic issues. Still, since
this issue is high on the agenda of the Republican party, out of loyalty to her preferred party or
candidate, or profound animosity to the competing party, she may feel a psychological pressure
to answer that she strongly supports this reform and that this issue is of the utmost importance
(Bullock and Lenz 2019).
We model respondents as being intrinsically motivated to report their true preferences, which we
call the sincerity motive, as well as simultaneously pursuing other objectives when answering surveys. For example, they might also want to strategically influence policy or signal a partisan identity,
something we call the signaling motive. We assume these conflicting motives to be present whatever
the survey technology.
6

A previous study of how people engage with QVSR finds that respondents proceed by trial and error, moving back and
forth across items to best distribute their votes and credits, and thus being forced to compare (Quarfoot et al. 2017).
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Likert Item

With standard Likert items, we show that answers are typically a weighted average of

the sincere answer ( xik ) and some signaling target. In particular, in a polarized environment where
parties are quite extreme, we expect the partisan motive to push respondents to systematically
inflate their views, and to report stronger support or opposition than what they actually feel. In
L the answers under standard Likert assuming mixed motives. Our
the model, we denote by xbik
L > |x |.
expectation in a polarized environment is that xbik
ik

As a result, responses will bunch at the extremities of the response scale (strongly favor/oppose)
making it difficult to distinguish between 1) respondents who strongly favor (or oppose) a given
policy change and are ready to act on this preference and 2) respondents who, while expressing the
same position, do not care as much and are merely “paying lip service to the party norm” (Zaller
2012), or expressing their dislike for the opposite party (Mason 2015). In other words, if political
polarization is high, voters polled using a Likert item will appear to strongly disagree on key issues,
when in practice, only a subset of voters really care. When the latter group is unequally distributed
across parties (e.g. members of one party strongly support a policy while members of the other
only weakly oppose it), Likert items can provide an inadequate picture of public opinion, one that
overlooks important asymmetries in preference intensity across parties.
In a polarized two-party system where political elites provide coherent ideological bundles, such
bunching at the extremities of a scale occurs on more than one key issue: a strong signaling motive
implies ‘strong’ support for a bundle of policies associated with their party. In this case, most of the
variance in the data is due to between party differences. The available information on differences
within each political party is, by contrast, much smaller. Relatedly, this “bunching to the extremes”
on more than one issue results in limited individual-level information regarding which policies
a respondent cares about the most. Instead, she appears to care about many things, with little
information on how she might address policy trade-offs central to democratic politics.

Likert+

Likert+ combines a Likert item and an issue importance item. With regards to the Likert

L+
item, the logic is the same as the one stated above ( xbik
> |xik |). Regarding the issue importance

item, a similar partisan motive may push individuals away from reporting their ‘true’ preference
L+
intensity, βik . Denoting by βb ik the answers to the issue importance question under Likert+, one
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L+
might consequently expect that, assuming a strong signaling motive, βb ik > βik for issues that are

high on their preferred party’s agenda.

QVSR

With QVSR, as explained above, if the budget constraint is binding, an individual can-

L ), and she will
not report her policy preferences as she would have had using Likert items (the xbik

comparatively allocate more credits to issues over which she has intense preferences. A second
advantage of QVSR, which is more subtle, is that QVSR not only better captures β ik , it may also
provide a more accurate measure of xik , i.e. the “sincere” component of the unconstrained Likert answer. To understand why, remember that when a signaling motive is present, answers under Likert
L ) are typically a weighted average between the sincere answer (the x parameter) and some
(the xbik
ik

signaling target. The lower the strength of the sincerity motive compared to the signaling/partisan
motive, the further away the Likert answers will be from the sincere answers. Now, remember that
under QVSR the respondent comparatively allocates more votes to issues over which she has intense preferences. Under the assumption of a positive correlation between preference intensity and
the strength of the sincerity motive, the model predicts that with QVSR, the individual will allocate
L ) is closer to the sincere answer (x ),
more credits to issues on which the unconstrained answer (b
xik
ik

thus better capturing the true xik parameter.
Lastly, we can qualify the predictions made earlier regarding the comparison between QVSR and
Likert+. When one explicitly takes into account the fact that some respondents may be insincere
and have the incentive to inflate the importance of polarizing issues, then answers to the issue
importance question will be a noisy measure of the true intensity parameter. In such a context, and
based on the reasoning presented above, QVSR’s ‘revealed preference’ approach could potentially
provide a better measure of preference intensity than Likert+. In the end, however, the comparison
between Likert+ and QVSR depends on the weight of the sincerity motive. Given the impossibility
to directly assess the latter, which tool performs best in the current U.S. context is ultimately an
empirical question.
Based on the argument made in this section, we expect both QVSR and Likert+ to better measure
preference intensity than a standard Likert item. However, in the current American context, where
strong partisan motives compete with the sincerity motive (Bullock and Lenz 2019), we expect less
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improvements from switching from Likert to Likert+ than from switching from Likert to QVSR.
The comparison between QVSR and Likert+ depends on the relative weight of the sincerity motive,
something we do not observe.7

2 Experimental Strategy and Results
Each survey technology can be thought of as a classification tool that distributes a surveyed population across a fixed number of response categories. The survey tool that best measures preference
intensity is the one that best classifies (or discriminates) respondents from most to least “intense”,
i.e. from most to least likely to take an issue-relevant action. To compare each survey tools’
classification abilities (or discriminatory power), we rely on a survey experiment.8 Respondents
(N=3666) were randomly assigned to one of the three survey tools and asked to provide their
opinion on the following 10 policy issues:
Do you Favor or Oppose:
– [sameS] Giving same sex couples the legal right to adopt a child
– [gunC] Laws making it more difficult for people to buy a gun
– [wall] Building a wall on the U.S. Border with Mexico
– [paidL] Requiring employers to offer paid leave to parents of new children
– [affA] Preferential hiring and promotion of blacks to address past discrimination
– [equalP] Requiring employers to pay women and men the same amount for the same
work
– [minW] Raising the minimum wage to $15 an hour over the next 6 years
– [abort] A nationwide ban on abortion with only very limited exceptions
– [cap] A spending cap that prevents the federal government from spending more than it
takes
– [env] The government regulating business to protect the environment
7

We tried to experimentally manipulate the weight of the sincerity motive by priming partisan identity and thus increasing the weight of the partisan signaling motive. Ultimately, the treatment effect was too weak to affect survey answers
on very salient issues such as abortion, gun control or building a wall on the border with Mexico. Future experiment
tests might focus instead on manipulating the sincerity motive.
8

The main component of our survey took place from October 5 to October 9, 2018. The survey was administered to a
general population of US citizens over the age of 18. The survey company, GfK-Ipsos, uses a probability-based web panel
designed to be representative of the U.S. population. For an overview of the survey design, see Appendix A.2 and A.6.
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Respondents assigned to the QVSR tool had to watch a video explaining how QVSR works before
they answered the policy questions.9 After expressing their opinion, respondents were asked to
perform a task with “real world” consequences. Specifically, they were given the opportunity to
donate lottery money to single-issue advocacy groups (e.g. immigration control, gun control). This
first behavioral task elicits the willingness to incur a monetary cost to promote a political cause one
agrees with. At the beginning of the task, respondents were told that, as participants to the survey,
they had been automatically entered into a lottery with “a prize of $100 for 40 randomly selected
respondents (among 4000 or so).” They were then prompted to imagine that they were among
the winners and asked whether they wanted to donate part of their lottery money to an advocacy
group. They had a choice between four advocacy groups working on two issue areas: immigration
and gun control. For each issue area, we chose organizations that fall on different sides of the
political divide: for and against immigration, as well as for and against gun control. Respondents
could choose not to donate or to donate to one of the four advocacy groups. Whatever they did not
donate, they could keep.
Four months later (between January 31 and February 18, 2019), we recontacted a random subset
of these respondents and asked them to answer the same 10 survey questions using the survey
tool they were assigned to in the first wave (number of responses, N= 1569).10 We then collected
information on two additional behavioral tasks.11 First, respondents were asked to play dictator
games with an individual who shares their view on one policy issue and does not share their view
on a second policy issue (see details below). This second task approximates a situation in which respondents face a trade-off: reward or punish another participant —identified as an independent—
who agrees with them on one issue but disagrees with them on another. To start, we asked respondents how they would behave in three dictator games involving a Republican, a Democrat and
an Independent respectively (the order was randomized). Respondents had the option to donate
anywhere between $0 and $100 of some lottery money (following a similar set up as the one in
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The video can be found at: https://www.youtube.com/watch?v=GrY_RzDsqLY.

10

Participation in wave 2 is not predicted by treatment condition and policy preferences in wave 1, nor by partisanship.
See Appendix A.2 for more on balance across treatment conditions and wave 2 participation.
11

Wave 1 took on average 9 min to complete. The second wave enabled us to collect additional behavioral data without
burdening respondents in wave 1.
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wave 1). After they made their decisions, we informed them of the Independent respondent’s preferences on two issues, namely opposed to the border wall and similarly opposed to gun control. We
asked respondents if they wanted to change the amount they had previously decided to donate to
this individual.12 We chose this specific mix of preferences (anti-gun control and pro-immigration)
because they rarely coexist in practice, and can be, as a result, expected to generate a trade-off
among the majority of respondents. For example, for most Democrats, punishing the Independent
for donating to a pro-gun organization meant also punishing her for donating to a pro-immigration
organization.
Respondents were also given the opportunity to write to their Senators about real bills that were
moving through Congress at the time of the survey, one about abortion and the other about raising
the minimum wage. This third behavioral task captures the willingness to spend time and effort
promoting a political cause one agrees with. Respondents were given the option to write a short
text about one of two policy proposals being discussed in Congress at the time. We did not mention
who the bill sponsors were, only the content of the bills. The texts provided by the respondents
were then integrated into a letter, which was ultimately sent to the Senate committees in charge of
reviewing the policy proposals (Adida, Lo and Platas 2018). Comments were anonymous.
Section A.6 in the Appendix provides screen shots of all three tasks.13 Table 2 provides an overview
of the outcome variables derived from these tasks and used in the remainder of the analysis. Note
that throughout the paper, when we examine the relationship between survey answers and behavior, we only use answers collected in wave 1, though using data collected in wave 2 does not change
the results (See Appendix A.3).14 Table 1 summarizes the sample sizes for each wave.

12

The Independent’s preferences were conveyed using information on donation patterns in wave 1. In practice, respondents could only donate to one non-profit. After implementing the lottery, we picked an independent to receive the funds
based on her survey answers, not her donation behavior.
13

Note that the three behavioral tasks used in our study, while more costly than simply answering a survey question,
remain relatively low-stakes. Evidence that Likert+ or QVSR outperform Likert for such low-cost outcomes suggests that
they will also outperform Likert when predicting more costly behaviors.
14

Readers should nevertheless keep in mind that, in at least two cases (dictator game and letter writing tasks), the
attitudinal data is analyzed alongside behavioral data collected four months apart.
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Table 1: Sample Sizes: Overview
Wave 1

Likert

Likert+

QVSR

Consented
Valid observations

1306
1215

1305
1217

1289
1116

Wave 2

Likert

Likert+

QVSR

523

539

470

Valid observations

Wave 1 dropout rate is roughly twice as large in the QVSR treatment (14 percent) than in the Likert and Likert+
conditions. Most of the dropout occurred when respondents were asked to watch the video explaining how QVSR works.
We found no evidence that this attrition was correlated with key variables of interests (see Appendix A.2).

2.1 Estimation Strategy
As already mentioned, each of the three survey technologies can be thought of as an ordinal classification tool. Each tool differs from the other two in terms of 1) the total number of ordinal
categories and 2) the distribution of observations across these categories. We discuss each point in
turn.

Number of Response Categories

Likert has 7 response categories: from −3 (strongly oppose)

to 3 (strongly favor), centered around 0 (neither/nor). QVSR in theory ranges from −10 (up to
10 votes against) to 10 (up to 10 votes in favor), centered around 0 (no votes). In practice, the
highest number of votes cast is 715 not 10, meaning that for a given issue, QVSR sorts respondents
across 15 response categories in total. In the case of Likert+, we combine the Likert and issue
importance items into one single scale by multiplying values of the first Likert branching question
(favor = 1, opposes = −1, neither = 0) by the values of the issue importance scale. The result
is an ordinal scale with 11 response categories ranging from −5 (oppose, extremely important) to
5 (favor, extremely important) and centered around 0 (neither/nor).16 In the remainder of the
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There are a few respondents casting 8 or 9 votes, we merge them with the ‘7 votes’ response categories.

16

We discuss alternative combinations of the two items in Appendix A.3.
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analysis, we use normalized answers such that the lowest possible answer corresponds to zero (−3
/ −5 / −7 for Likert, Likert+ and QVSR respectively) and the highest possible answer to 1 (3/5/7).

Table 2: Behavioral Outcomes and Relevant Survey Question
Mean
(Stand.
dev.)

Survey question expected to
correlate with behavior

Equal to the $ amount donated multiplied by 1 if donated to
pro gun control and −1 if donated to anti gun control
advocacy group.

9.8
(33.5)

Laws making it more
difficult for people to buy a
gun

Donation to
immigration-related
advocacy group

Equal to the $ amount donated multiplied by 1 if donated to
anti immigration and −1 if donated to pro immigration
advocacy group.

1.6
(28.7)

Wall on the border with
Mexico

Punishment of
Independent
respondent (1)

Equal to the $ amount taken off the amount previously
donated to the Independent. If respondent gave additional $
then amount multiplied by −1. Note that individuals who
donated in the first round but did not change their answers
in the second, and individuals who did not donate in the two
rounds are both coded as 0.

4.9
(13.5)

Laws making it more
difficult for people to buy a
gun/ Wall on the U.S.
border with Mexico

Punishment of
Independent
respondent (2)

Equal to the $ amount taken off the amount previously
donated to the Independent as a proportion of the amount
originally donated. If respondent gave additional $ then
amount multiplied by −1. Note that individuals (N = 24)
who did not donate in the first round but nevertheless asked
to take $ away from the Independent are coded as missing
(N = 24).

0.17
(0.38)

Laws making it more
difficult for people to buy a
gun/ Wall on the U.S.
border with Mexico

Letter writing on the
minimum wage bill

Equal to the length of text written (number of characters).

76
(139)

Raising the minimum wage
to $15/h over the next 3
years (absolute values)

59 (90)

A nationwide ban on
abortion with only very
limited exceptions (absolute
values)

Variable

Description

Donation to gun-related
advocacy group

Letter writing on the
abortion bill

Equal to the length of text written (number of characters).

Distribution of Responses As shown in the bottom panel of Figure 2, when preferences are
measured using a Likert item, the distribution of answers to the gun control item is uni-modal: most
answers bunch on one extreme of the scale. This pattern is somewhat less pronounced in Likert+,
implying that, while most respondents strongly support gun control, not everyone believes this
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issue to be personally important to them. Responses in QVSR, by design, exhibit no such bunching
patterns.
More response categories and less bunching imply more information (i.e. higher entropy) for
QVSR and Likert+ on the one hand than for Likert on the other.17 One might wonder if the main
advantage of Likert+ and QVSR over Likert is simply more response categories to choose from. This
would suggest comparing QVSR and Likert+ to Likert items with more than 7 response categories.
However, as shown by Revilla, Saris and Krosnick (2014), with Likert items, the quality of the data
collected deteriorates as the number of response categories increases. In other words, the issue
is not the number of response categories per se but the ways in which a given survey instrument
distributes respondents across available response categories. In other words, of importance here
is assessing the extent to which Likert+’s targeted wording and QVSR’s induced scarcity generate
not only more variance, but variance that conveys additional information regarding differences in
preference intensity.
If Likert+ and QVSR’s higher entropy is more than just noise then, comparing individuals with the
highest score to individuals with intermediary scores, the behavior of the former should signal more
intense preferences than the behavior of the latter. In practice, this implies a positive and monotonic
relationship between response categories on the one hand, and the mean of the outcome of interest
conditional on the response category on the other.
To assess the extent to which a given survey tool successfully sorts respondents into increasingly
discriminating categories, we first match a given outcome Y to the relevant policy issue in the survey
(e.g. donation to a gun-related organization and gun control). Table 2 provides more information
on this procedure. Thanks to randomization, the distribution of outcome variables is the same
across the three treatment conditions (see Appendix A.2). We regress the behavioral outcomes
over the normalized survey responses (X) interacted with a categorical variable identifying the
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Shannon entropy for each of the 10 issues broken down by survey tool are provided in Appendix A.5 (see Dahl and
Østerås (2010)). For all items, QVSR has higher entropy score relative to Likert. For 8 out of 10 survey items, QVSR also
has higher entropy relative to Likert+.
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treatment conditions (Likert is the reference category):

Yi = σ0 + µ1 Di,Likert+ + µ2 Di,QV SR + σ1 Xi + σ2 Xi Di,Likert+ + σ3 Xi Di,QV SR + σ4 J4 + ... + σ j J j + εi

(1)

where J4 , ...J j are dummy variables that indicate membership in a block used for block randomization (see Appendix A.2 for more details). Regression coefficients σ1 , σ1 + σ2 and σ1 + σ3 can be
interpreted as the difference between E(Y /X = 1) and E(Y /X = 0) for Likert, Likert+ and QVSR
respectively. The better discriminating tool is the one with a larger difference between the two
quantities of interest, i.e. with a larger regression coefficient.18
Note that, given differences in sample sizes between wave 1 and wave 2, the coefficients for the
behavioral tasks recorded in wave 1 are more precisely estimated than the coefficients for the behavioral tasks recorded in wave 2.19 Given the budget constraint, answers in QVSR are a linear
combination of each other meaning that the error terms across equations are correlated. Consequently, we also estimate a seemingly unrelated regressions model (Zellner 1962), one for wave 1
outcomes and another for wave 2 outcomes. Results are reported in Appendix A.3 and align with
results presented in Section 2.2.
To understand the intuition behind this estimation strategy, we turn to Figure 2, which plots average donations to the gun control charities by (normalized) survey response on the gun control
question, further broken down by survey methodology. The lines captures the three regression
coefficients mentioned above (see Figure 3 for the actual estimates). As shown on this figure, the
regression slope is larger for QVSR than for Likert. Individuals who choose the end-of-scale response categories in Likert end up de-bunching under QVSR. This de-bunching aligns with their
behavior on the donation task: people who donate less choose, on average, smaller values in QVSR
than people who donate more. This is captured by the magnitude of the regression slope: individ-
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We checked for a non-parametric relationship and, for all methods, the standard errors do not rule out a monotonic
relationship. In Appendix A.5, we plot, for each survey tool, the mean of the outcome of interest for all values of X and
overlay a linear fit line based on the underlying data. For three outcomes, a quadratic function provides a better fit. As
we discuss, this does not affect the interpretation of our results.
19

To account for unobserved individual components that may be correlated across periods, we cluster at the participant
level. Note that results remain the same whether or not we cluster at the participant level.

18

uals who do not donate are no longer pulling the regression slope down by ‘sharing’ the extreme
response categories with people who care enough to donate. Using the regression coefficients as a
summary statistics, we can also see that, in this case, the discrimination achieved with QVSR better
aligns with preference intensity than that achieved with Likert+.
Figure 2: Estimation Strategy
Likert +

Likert

QVSR

40

20

0

-20
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0 .1 .2 .3 .4 .5

0 .1 .2 .3 .4 .5 .6 .7 .8 .9 1

!1

0 .1 .2 .3 .4 .5 .6 .7 .8 .9 1
Likert +

!1 + !3
1

0

.1 .2 .3 .4 .5 .6 .7 .8 .9

1

0 .1 .2 .3 .4 .5

!1 + !2

-40

0 .1 .2 .3 .4 .5 .6 .7 .8 .9 1
Likert

0 .1 .2 .3 .4 .5 .6 .7 .8 .9 1
QVSR

Y-axis: Donation to gun-related advocacy group. X-axis: answers (normalized) for the following item “Laws making
it more difficult for people to buy a gun.”
Likert, in the center of the figure provides the benchmark. A visual comparison indicates that the coefficient in
Likert+ is only marginally larger than that for Likert. Notice the difference in slope between Likert and QVSR. The
full estimates are available in Figure 3. Compare also the bunching in Likert and the variance gained under Likert+
and QVSR.

2.2 Results
Figure 3 plots regression coefficients obtained using equation 1. For the donation outcome, we use
the normalized values of the response variables (X). When predicting the number of characters
written, we use the normalized absolute values of the response variables (i.e. 0-3 for Likert, 0-5
for Likert+ and 0-7 for QVSR). Indeed, our outcome variable does not capture what was written
about the bill (i.e. for or against), merely the overall effort spent writing about it. When predicting
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punishment in the two dictator games, we use the normalized difference between responses on
gun control and responses on the border wall. Higher positive values indicate that one favors gun
control more intensely than one opposes the wall. Higher negative values indicated that one favors
the wall more intensely than one opposes gun control. Given that the Independent recipient in the
dictator game was opposed to gun control and opposed to the wall, we examine whether higher
positive (negative) scores predict a higher likelihood of punishing (rewarding) the Independent.
The higher the regression coefficient in Figure 3, the better a given tool is at distinguishing between
respondents with high and low preference intensity (as proxied by behavior). For wave 1 outcomes,
QVSR outperforms Likert both substantively and statistically. As mentioned above, due to smaller
sample sizes, results for the wave 2 tasks exhibit larger standard errors. Still, a comparison of
regression coefficients suggests that QVSR has higher discrimination power than Likert: QVSR
coefficients are more than twice the size of those found with Likert on 3 of the 4 outcomes.
In Section 1, we argued that asking people whether a policy issue is important to them might not
be enough to distinguish strong from weak preferences. The results align with this conjecture:
Likert+ also appears to carry more information on preference intensity than Likert, but its relative
performance is far less consistent than that of QVSR. Indeed, Likert+’s discriminatory power is
statistically indistinguishable from Likert’s on all 6 outcomes. The coefficient for Likert+ is substantively larger for only 2 of the 6 outcomes, representing at best a 50% increase (against 100%
or more for QVSR).

20

Figure 3: Regression Coefficients for Behavioral Outcomes

* Sample sizes for the Gun and Immigration tasks (wave 1) are double the size of the samples sizes for the other
tasks (wave 2). As a result, effect sizes are more precisely estimated for these two tasks. For details on each task,
see text.
Interpretation: a switch from the smallest response category (0) to the largest (1) is associated with a σ increase in
Y . The increase is equal to σ times the standard deviation of Y .
For the letter writing tasks, the predictor is the normalized absolute value of the response variable. For the punishment task, the predictor is the normalized difference between the gun control and the border wall response variables.
For details on each, see text.
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3 Measuring Preference Intensity: So What?
Having provided evidence that votes in QVSR convey information on preference intensity that is
not captured by Likert items, we now examine how important debates in political science might be
affected by taking preference intensity —and how to best measure it— seriously. We revisit two
lines of work, one focusing on the determinants of policy preferences and the other assessing the
(lack of) congruence between mass preferences and policy outcomes. Based on Section 2 results,
our preferred survey instrument for measuring individual-level differences in preference intensity
is QVSR. For expository purposes, we also present results using Likert+.

3.1 The Determinants of Policy Preferences: The Role of Material Self-Interest
A common assumption in political economy is that individuals significantly affected by a policy are
more likely to take action and mobilize around this policy (see for example Bouton et al. (2018)). In
other words, preferences over policies that “directly affect (a voter’s) rights, privileges, or lifestyle
in some concrete manner” (Howe and Krosnick 2017: 328) are more intense than preferences
over policies that have no direct personal implications. To the extent that QVSR better measures
preference intensity, we can expect, if the latter view is correct, the correlation between personal
exposure and policy preferences to be larger when measured using QVSR than when measured
using Likert. By contrast, if self-interest is mostly irrelevant to attitude formation, improving the
measure of preference intensity should only have minimal impact.
The assumption that material self-interest matters for attitude formation and change is routinely
dismissed by public opinion scholars who, instead, emphasize non-economic modes of reasoning such as value-based or partisan-motivated reasoning (Sears and Funk 1990; Margalit 2013).
This conclusion builds on horse-race studies designed to assess which, of material self-interest or
partisan/value-based modes of reasoning explain the largest share of the observed variance.20 In
these studies, material self-interest’s explanatory power is very limited.
While we did not design our study to settle this debate, we can use the data collected to ex20

See Chong, Citrin and Conley (2001) and ? for exceptions.
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amine how measurement strategies can affect conclusions regarding the importance of material
self-interest relative to non-economic modes of reasoning. Indeed, as we argued in Section 1, the
relative weight of partisan reasoning in the data generating process is itself a function of the measurement strategy used. Furthermore, as argued above, results might vary depending on how well
a given measurement tool captures how much people care about a given issue.
For a visual overview of differences between measurement tools, we turn to Figure 4. It plots the
relationship between gender on the one hand and subjective support for gender equality in the
workplace on the other, measured using Likert, Likert+ and QVSR. Notice how, in Likert, there is
very little variance in survey answers: most people appear to strongly support workplace gender
equality. The additional variance gained by switching from Likert to Likert+ is informative of
respondents’ gender: women are more likely than men to be in the ‘extremely important’ response
category. In QVSR, the de-bunching is even more consequential: there is a linear and monotonic
relationship between the number of votes in QVSR and the percentage of women as a share of
individuals who cast the same number of votes. In other words, Figure 4 provides preliminary
evidence that conclusions about the importance of material self-interest might vary depending on
whether one is using Likert or QVSR.
This de-bunching has implications when using preferences as a predictor. Indeed, with only limited
variance to leverage, end-of-scale bunching in Likert (and Likert+) makes results more sensitive
to underlying modeling assumptions. Compare the top panel, which assumes a linear relationship
between preferences and gender, to the bottom panel, which assumes a quadratic relationship.
Once the assumption of a linear relationship is relaxed, there is a significant drop in the predicted
differences between the highest and lowest response categories in Likert and Likert+. In contrast,
with QVSR, these differences remain mostly unchanged.
Next, we turn to other policy proposals asked in the survey and examine the relationship between
exposure to the policy and survey responses. With two exceptions, measures of exposure were
directly purchased from the survey firm, which has extensive information on respondents, meaning
that respondents were not primed to think about their own situation. The two exceptions are
information on whether one would benefit from a minimum wage increase and whether one would
benefit from paid parental leave. Questions used to construct these two exposure variables were
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Figure 4: Respondent’s Gender and Response to Pay Equity Item
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Y-axis: gender of respondent (female = 1), scatter plot represents the share of all respondents who are female
conditional on having the same value on X, i.e. E(Y=1/X=x). X-axis: survey answers by survey method, normalized
to vary from 0 to 1.
In the top panel, scatter plots are overlayed with a linear fit line. In the bottom panel, scatter plots are overlayed
with a quadratic fit line.

asked at the beginning of the survey. Table 3 lists all exposure variables alongside the relevant
policy issues.
Due to space constraints, we present results in the form of a difference in predicted probabilities.
First, we model the relationship between a given exposure proxy (race, reliance on minimum wage,
gun ownership, etc.) and the relevant policy preference using equation 1 modified by adding a logit
link function.21 Then we compute the predicted probability of exhibiting this exposure feature
when the normalized preference variable is equal to 0 and when it is equal to 1. Figure 5 plots the
difference between the two predicted values for all exposure proxies listed in Table 3.22 Note that,
21

We also estimate a seemingly unrelated regressions model to account for error correlation across equations. Results
are reported in Appendix A.3 and align with results presented in Figure 5.
22

For a detailed overview of the underlying data, as in Figure 4, see Appendix A.5
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as suggested by Figure 4, the linear model used to compute these predicted values likely favors
Likert and Likert+ by artificially inflating the difference between the lowest and highest preference
values.

Table 3: Proxies of Personal Exposure and Relevant Policy Proposal
Policy Proposal

Exposure Proxy (Mean)

Giving same sex couples the legal right to adopt a
child

Equal to 0 if heterosexual, 1 otherwise (0.07)

Laws making it more difficult for people to buy a
gun

Equal to 1 if does not own gun or none in the
house, 0 otherwise (0.63)

Building a wall on the US Border with Mexico

Equal to 1 if one or both parents born abroad, 0
otherwise (0.16)

Require employers to pay women and men the
same amount for the same work?

Equal to 1 if female, 0 otherwise (0.51)

Preferential hiring and promotion of blacks to
address past discrimination

Equal to 1 if black, = 0 otherwise (0.13)

Require employers to offer paid leave to parents of
new children

Equal to 1 if about to have a child, plans to have a
child soon or already has a toddler, 0 otherwise
(0.19)

Raising the minimum wage to 15$/h over the next
3 years

Equal to 1 if would benefit from increase to 15$/h,
0 otherwise (0.29)

A nationwide ban on abortion with only very
limited exceptions

Equal to 1 if *not* a born-again, = 0 otherwise
(0.63)
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Figure 5: Predictions for Proxies of Exposure

For details on each proxy, see Table 3. Note that predictors (i.e. survey responses/votes) are coded from conservative
to liberal. See page 9 for wording. Outcomes are coded such that 1 (0) captures the likelihood that one will “benefit”
from the liberal (conservative) policy position.
Interpretation: a switch from the smallest response category (0) to the largest (1) is associated with a σ increase
(in % points) in the probability of exhibiting the mentioned feature (race, reliance on minimum wage, proximity
to childbirth, etc.). Probabilities are computed using a logit regression (see text). OLS estimates are available in
Appendix A.3.

As shown in Figure 5, with one exception (immigrant background), the difference in predicted
values is higher for QVSR than it is for Likert. For 3 out of 8 exposure proxies, the difference in
predicted values is higher for Likert+ than it is for Likert. Note that given Likert+’s wording, Likert+’s comparatively lackluster improvement is notable. Indeed, the item is worded to encourage
respondents to think about how the policy might affect them personally. This suggest that wording
is not enough to compensate for the effect of competing motives such as the partisan motive.
The differences across measurement techniques documented in Figure 5 should encourage researchers to think carefully about measurement strategies when designing studies aimed at unpacking how preferences form and change. For example, Kuziemko et al. (2015) ran a survey
experiment to understand how support for redistribution is affected by information on inequality.
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They find no effect of the information treatment on support for redistributive social policies, which
were measured using a Likert item. A closer look at the treatment suggests that it was not merely
informative but could be also interpreted as partisan: indeed it provided a very “left-wing” interpretation of inequality and its social costs. QVSR, because it penalized the partisan motive and because
it better measures preference intensity (which might have been affected by the treatment) could
potentially yield different results. Alternatively, a null result using QVSR would provide more solid
grounds to conclude that information on inequality does not affect preference for redistribution
(whether preference orientation or preference intensity).

3.2 Congruence Between Policy Outcomes and Mass Preferences
Next, we examine how reliance on different survey technologies can affect researchers’ understanding of the demand side of policymaking in representative democracies. Focusing on the percentage
of respondents who favor or oppose a given policy proposal, we find no evidence that QVSR returns a fundamentally different snapshot of the public’s preference orientation on a given issue
when compared to Likert or Likert+ (see Appendix A.4).
When assessing the relationship between mass preferences and policy outcomes, measuring the
percentage of respondents who favor or oppose a policy is often not enough: researchers also need
to account for asymmetry in preference intensity. For example, a common assumption with regards
to gun control is that the minority of voters who oppose gun control have more intense preferences
than the majority of voters who support it (e.g. Bouton et al. (2018)). Based on our data, if
there is asymmetry in preference intensity, it runs in a direction opposite to the one commonly
hypothesized. Indeed, with QVSR, respondents who favor gun control cast, on average, 0.6 more
votes than people who oppose gun control. Overall, 43% of people in favor cast 3 votes or more,
while only 13% of people opposed do the same.
Another issue is that of policy trade-offs: voters cannot “have it all” and some policies have to be prioritized at the expense of others. Put differently, a mismatch between majoritarian preferences and
policy outcomes might be less concerning if the status quo roughly reflects voters’ policy priorities.
The example of paid parental leave is here informative. Employer-provided parental leave receives
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Figure 6: Parental Leave versus Spending Cap: Republicans and Democrats
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Answers in Likert+ and QVSR are overlayed over responses in Likert (the light-blue histogram). Response categories
proxying for more intense preferences are plotted in red. These correspond to the ‘very important’ and ‘extremely
important’ response categories in Likert+ and 3 votes or more in QVSR. The 3 votes threshold is used because it is
the number of votes respondents would assign to all issues if they cared about them with similar intensity.
The horizontal dotted lines plot the share of respondents who give intense responses per the previous definition.

very broad support among voters of both parties. Given mass support, the federal government’s
inability to act on these issues suggests that powerful groups who represent interests affected by
a change in the status quo (e.g. small businesses) are successfully lobbying legislators to prevent
legislation favored by an overwhelming bipartisan majority. One way to get these groups on board
is to shift part of the burden to tax payers in the form of payroll contributions and federal grants.
Given voters’ opposition to tax increases, the easy compromise is to use deficit spending. In other
words, there is a trade-off between politically feasible expansions of parental leave and balanced
budgets, something true for most social insurance programs. As discussed in the introduction and
Section 1, this is where the concept of preference intensity —and tools that help measure it— come
in handy: do people care more about paid leave or balance budgets?
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Figure 6 plots survey answers for these two issues, broken down by survey tool and partisanship.
We focus on the 8 out of 10 respondents who favor23 both paid parental leave and a spending
cap. As shown in the bottom panel, irrespective of the method used, preferences for paid parental
leave appear of similar intensity in both parties. Indeed, in Likert+, roughly a third of Democrats
and Republicans who do not oppose paid parental leave describe this issue as personally very or
extremely important. In QVSR, a similar share casts 3 votes or more in favor of the proposal. This
pattern, however, does not extend to preferences for a spending cap (top panel). In QVSR, 55%
of Republican respondents cast 3 votes or more, while only 30% of Democrats do. Notice also
how this asymmetry is only picked up by QVSR and not by Likert+. To summarize, based on QVSR,
Republicans appear to care more about controlling federal spending than about paid parental leave.
In contrast, Democrats do not appear to care more about one issue over the other. While tentative,
this analysis suggests that, even for policy changes favored by voters from both parties, demand
side factors can still contribute to the absence of bipartisan legislation.

Discussion and Next Steps
Despite its theoretical importance, there currently exists no routine way of measuring preference
intensity, explaining why the concept is often overlooked in empirical research on public opinion. In
Sections 1 and 2, we compared and contrasted two ways of measuring preference intensity: Likert+
and QVSR. We found that asking about issue importance does not convey much more information
about preference intensity than simply relying on Likert items’ distinction between ‘favor (oppose)
a great deal, moderately, or a little.’ QVSR, instead of asking explicitly how important an issue
is, forces respondents to trade-off across issues to measure how much people care. Our results
indicate that QVSR’s higher entropy is more than just noise: relative to Likert, it better discriminate
between people who care more about an issue, and people who care less. Still, based on the
argument presented in Section 1, it remains to be seen whether this conclusion extends to contexts
in which signaling motives, especially the partisan motive, do no introduce a systematic bias.
Our arguments and results advance survey methodology in three ways. First, the model presented
23

We include not only people who express support but also people who take the ambivalent position, i.e. neither/nor
in Likert and Likert+ and 0 vote in QVSR.
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in this paper (and in Appendix A.1) lays the foundations for evaluating how the abundance and
bunching problems affect the data generation process and, ultimately, hypothesis testing. Second,
to the best of our knowledge, this is the first study to use real-world behavior to evaluate the
performance of different methods for measuring preference intensity. Third, and most importantly,
with QVSR, we discuss one possible way to better measure preference intensity.
So what should an applied researcher take away from the results presented here? The main message is straightforward and likely unsurprising to most readers: time spent understanding how
measurement strategies interfere with theory testing is usually time well spent. In Section 3, we
revisited two lines of research, varying the measurement strategy to examine the latter’s possible
implications for the type of conclusions reached. We found that the relationship between exposure
to a policy’s consequences and policy preferences varies with the measurement strategy. This suggests that researchers studying the determinants of policy preferences need to think carefully about
their measurement strategy: arguments emphasizing a signaling motive are likely penalized when
tested using QVSR to measure preferences, while arguments emphasizing self-interest are likely
penalized when tested using Likert-type items. With regards to comparing mass preferences and
policy outcomes, we found noteworthy differences across measurement tools when considering the
distribution of intensity. We provided an example of QVSR’s benefits, focusing on the trade-off between social policy expansion and deficit spending. Note that these results are tentative: research
designs better adapted to real world trade-offs are needed before any strong conclusions regarding
best practices can be reached.
Additional methodological issues remain to be investigated. First, in the case of QVSR, the consequences of switching to other forms of pricing (e.g. linear instead of quadratic) have yet to be
examined theoretically and empirically. Different forms of pricing have been studied in the context
of voting (see Casella and Sanchez (Forthcoming)). Yet, results obtained in that literature cannot
be automatically transferred to survey research: as emphasized in our model, individuals may have
quite distinct motivations when voting and when answering surveys. Second, and most importantly, we have set aside the issue of interpersonal comparisons: to what extent can we assume
that 3 votes for one individual (9 credits) is similar to 3 votes for another individuals? Note that
this issue is a concern for most measurement tools. For example, in Likert+, not everyone imparts
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the same meaning to the “extremely important” response category. Yet one might worry that, for
QVSR, if the fixed budget is more constraining for some than for others, votes become difficult
to compare across individuals. Based on our empirical results, whatever worsening of the ratio
of noise-to-signal this issue generates, it is not enough to favor the status quo (i.e. Likert items)
over QVSR. Furthermore, we found no obvious differences that issues of interpersonal comparisons
affected the type of descriptive conclusions most common in studies of public opinion.
However, more should be done and we see at least two ways forward. One is to only use QVSR
for research questions and hypotheses centered on what QVSR does best, i.e. measure how people
navigate trade-offs on a small set of issues. For example, QVSR would be most helpful in countries
in which a large part of the electorate is cross-pressured on two salient issues (i.e. voting according
to one’s policy preference on issue A implies voting against one’s policy preference on issue B).
Another way forward is to develop and test possible external numeraires, such as a small monetary
lottery, with respondents buying with their voting credits the right for one or more lottery entries.
To facilitate follow-up studies, we have made available a web application enabling researchers
to vary key features including pricing (e.g. linear versus quadratic) and the number of credits
relative to the number of options. The resulting survey can be easily embedded into other online
platforms, such as Qualtrics.24 We hope this online tool will help generate additional evidence
regarding the pros and cons of QVSR and, beyond QVSR, spur new research on theoreticallyinformed measurement strategies adapted to research goals.

24

This web application can be found at https://qvsr.io
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Abramson, Scott F, Korhan Koçak and Asya Magazinnik. 2019. What Do We Learn About Voter
Preferences From Conjoint Experiments? Technical report Working paper. URL: https://scholar.
princeton. edu/sites/default/files . . . .
Adida, Claire L, Adeline Lo and Melina R Platas. 2018. “Perspective taking can promote short-term
inclusionary behavior toward Syrian refugees.” Proceedings of the National Academy of Sciences
115(38):9521–9526.
Bouton, Laurent, Paola Conconi, Francisco Pino and Maurizio Zanardi. 2018. Guns, Environment,
and Abortion: How Single-Minded Voters Shape Politicians’ Decisions. Technical report CEPR
Discussion Paper No. DP12801.
Bullock, John and Gabriel Lenz. 2019. “Partisan Bias in Surveys.” Annual Review of Political Science
22:325–342.
Casella, Alessandra and Luis Sanchez. Forthcoming. “Democracy and Intensity of Preferences. A
Test of Storable Votes and Quadratic Voting on Four California Propositions.” Journal of Politics .
Chong, Dennis, Jack Citrin and Patricia Conley. 2001. “When Self-Interest Matters.” Political Psychology 22(3):541–570.
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